Running GLOMAP on Everest

1)  Using the Job Queues

2)  Job Submission Script

Using the Job Queues

Everest uses Sun Grid Engine for queuing jobs onto the processors.  There are only 3 commands that you need to use on a regular basis.  The commands are different to those on HPCX but the output they display is similar.

qstat – Queue Status

Typing “qstat” will display a list of all of the jobs in the queues.

E.g.
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Typing “qstat -u amtgwm” will display the jobs for that particular user.

The first column is the Job Identifier.  You will need this number if you want to delete the job from the queues at a later time.

The second column is the priority of the job.  You can't change this yourself.

The third column is the name of the job that you submitted.

The fourth column is the name of the user.

The fifth column gives you the status of the job. “qw” is “Queued and Waiting”, whilst “r” is “Running”.  Read the man pages for qstat, qsub, qdel, etc.  E.g. “man qstat”.

The sixth and seventh columns give you the time that the job was submitted.

The eighth column is the name of the queue that the job is running in.  This is determined automatically for you.

The ninth column is the number of processors/slots that you asked for.

qsub – Queue Submit

To submit a job to the queues, type “qsub SubmitFileName”.  The name of the submit file can be anything you want, but try and make it relevant to the jobs that you are submitting, so that you can identify different types of jobs submitted to the queues.  If they are all the same name, you won't be able to tell the jobs apart.  The default name of the file is GLOMAP_mode.sub.  Once you have submitted a job to the queue, the prompt should display the Job Identifier of the job that you just submitted.

E.g.

isssjp@everest:~/glomap> qsub GLOMAP_mode.sub

Your job 316425 ("GLOMAP_mode.sub") has been submitted.

You can then use “qstat” to check the status of the job.

The queue that the job is placed into is determined by the number of processors, the amount of memory and the length of time that you ask for.  Shorter runnings jobs with fewer processors will be give a higher priority to run, compare to longer jobs.

qdel – Queue Delete

If you need to delete a job from the queue, type “qdel JobIdentifier”.  Where “JobIdentifier” is the number you were given when the job was submitted.

E.g.

qdel 316425

This will stop the job and remove it from the queue.

Files Generated

A few queue output files will be generated for each job that is submitted.  They will be created in the directory from where the job was submitted.  Their names are a function of the “SubmitFileName” and the “JobIdentifier”.  Each file stores different information that is printed to either “Standard Error” or “Standard Output”.

“e” Standard Error – Output from Compilers, Other Errors

“o” Standard Output – Output from the Program

“pe” Processors Standard Error

“po” Processors Standard Output

E.g.

-rw-r--r-- 1 isssjp users
238726 
2008-04-11 09:06 GLOMAP_mode.sub.e316421

-rw-r--r-- 1 isssjp users 
    1120
2008-04-11 09:06 GLOMAP_mode.sub.o316421

-rw-r--r-- 1 isssjp users             0 
2008-04-11 09:05 GLOMAP_mode.sub.pe316421

-rw-r--r-- 1 isssjp users             0 
2008-04-11
09:05 GLOMAP_mode.sub.po316421

The first two files will contain all of the relevant errors and output.

If you perform many runs and you keep your queued job output files, they will quickly eat into your disk space quota.  Compress them, remove them or store them elsewhere if you want to keep those results.  The “po” and “pe” files can usually be deleted at the end of a run but they are usually very small anyway.  If the job ran successfully, the “e” files probably won't contain any useful information and can also be deleted.

Job Submission Script

The job submissions script GLOMAP_mode.sub is a standard shell script with some embedded queue commands.  Only a few small modifications need to be made to the script for each job that is run.

Queue Settings

The first few lines of the script are as follows:

#!/bin/sh

#$ -S /bin/sh

#$ -l h_rt=1:00:00

#$ -l h_stack=30M

#$ -cwd -V

#$ -pe smp 8

The third line gives the maximum amount of time (in hours) that the job can run in the queue.  If the job running time exceeds this, the job will be killed before it completes.  Having said that, you need to minimize this time as much as possible.  If you know that your job takes 2 hours 40 minutes to run, ask for just slightly more than that.  The reason being, that the job priority within the queues is partly determined by how much time you ask for.  Shorter length jobs will be given a higher priority to run.

The last line of the above example determines the number of processors that you want to run on.  DO NOT CHANGE THIS.  For OpenMP jobs, like this, you are limited to 8 processors maximum.

Directory Structure

Disk quotas are in place on home directories.  If you are generating a large number of files, it is better to store them in the “/nobackup” partition.  As it's name suggests, this partition is not backed up.  Create a backup copy of important results somewhere else as well.

Create a directory for yourself under /nobackup, using your username.

E.g.

cd /nobackup

mkdir MyUserName

All of the initialisation/restart and output files from your GLOMAP jobs will be stored in here.  Once you have generated output files in /nobackup/MyUserName that you want to keep, move them back into your home directory space, or somewhere else.

Under /nobackup/MyUserName, create some temporary directories for running individual jobs.

E.g.

cd /nobackup/MyUserName

mkdir TEMP1

mkdir TEMP2

These directories will be where the temporary and output files are initially created.  Having multiple directories, will allow you to have multiple jobs running simultaneously.  This directory structure is explained in the next section.

User Modifications

The following section in the job submission file contains some instructions for the “User Modifications” required for each job.  There are three variables that should be changed for each job.  They are:

JOB_NAME

This is a unique job name identifier for each job.  It will form part of the file name of the generated output files.  If it isn't unique, it will overwrite existing output files.  Normal file naming conventions apply.  Try and make this identifier as descriptive as possible.

E.g.

JOB_NAME=No_Methane_4Days_Init_Over_Africa_Exp1_11042008

Will create file names like:

No_Methane_4Days_Init_Over_Africa_Exp1_11042008.PDG01_l31t42

No_Methane_4Days_Init_Over_Africa_Exp1_11042008.REST1_l31t42

OUTPUT_DIR

The output directory will initially contain all of the initialization/restart files required (the submissions script looks for them in here).  Output files generated as the program runs will also be placed in here once the program has completed.  Remember to move output files that you want to keep back into your home directory space or somewhere else that is backed up.

WORK_DIR

These are temporary working directories, located underneath /nobackup/MyUserName.  They need to exist before submitting the script, or it will fail.  Create a few of them and rotate submitting your jobs to a different one each time.  If there are still files in these directories from a previous run, they will be overwritten.

Initialization/Restart Files

The initialization and restart files need to be placed into the OUTPUT_DIR before the script is run.  Towards the bottom of the job submission file, there is a section for choosing your initialization and restart files.  This needs to be edited to contain the correct choice of Initialization or Restart and the name of the file to be used.  Only one can be uncommented at a time.

E.g.

#

echo "Creating Initialisation/Restart File"

#

# Restart Data Files

#

#cp ${OUTPUT_DIR}/v1_e1_gm1_OCT0199_rest31day_DEC0199_ISO2EMS3_INUCSCAV1.REST1_l31t42 fort.30

#

# Initialisation Data Files

#

cp ${OUPUT_DIR}/OCT0199.INISP_L31T42_NVTOT39_budget149_aqu9_h fort.30

#

This selects an Initialization run using “OCT0199.INISP_L31T42_NVTOT39_budget149_aqu9_h” as the initialization file.

A further modification is required towards the middle of the job submission script.  It is required to update the code to whether it will be performing an Initialization or a Restart run.

Search for the following lines of code.

#

# Input Data File

#

echo "Creating Input Data File"

#

cat << 'eof'> fort.94

0     NO OF FILES TO JUMP IN JPJ FILE FROM START OF fort.40

0     =0 INITIALLY, =1 RESTART

1     NCYCLT (NDAYS * NO FORCING FILES/DAY)

48    NFFILE (NO JPJ OUTPUTS PER FILE)

eof

#

The line “0     =0 INITIALLY, =1 RESTART” needs to be edited to reflect the type of run being performed.

